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The Problem
Creating visual art has benefits of being fun, therapeutic, and expressive. With the rise of
digital painting applications on tablets, smartphones, and computers, technology presents new
possibilities in how visual art can be created.
However, the time and skills required to express yourself visually can be daunting, especially in
popular, intensive applications like Photoshop. Although not intending to replace the diligence
required to create art, this project aims to explore how to make the process of create art
accessible, easy to learn, and magical for a broader range of abilities.
“Put a Happy Little Tree” there is inspired by Bob Ross’ TV show, The Joy of Painting, both
visually in the context of letting users create landscape paintings, and conceptually in how it
takes inspiration by the way his show makes painting accessible by breaking down his process,
step by step, into components. My system also alludes to “Put-That-There”, an HCI project
created at MIT around 1980, which synthesizes voice and gesture control within a graphics
interface, allowing a user to create and manipulate basic shapes. My project aims to leverage
the same mechanisms of “Put That There” into a more expressive, artistic application.
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App Design
Basic Functionality
The premise of “Put a Happy Little Tree There” is to allow users to create a landscape
composition, element by element, using the tools of a Leap Motion sensor and their browser’s
microphone. The basic mechanism for “painting” elements on the canvas involves pointing
over the Leap to control a cursor on the system and dictating phrases of the form “paint a tree
there”. The application currently allows 3 types of elements to be painted: mountains, trees,
and clouds.
To get users acquainted with the mechanism of using gesture and speech to create elements in
this manner, the system starts off with a tutorial mode that instructs the user how to paint a
mountain on the canvas.

The first prompt on the screen reads:
“Welcome! I'm Bob Ross and this is your canvas. I've
already set up the background and sky for you! Let's
learn how to add more to the painting. Start by
pointing a finger at the screen.”

Once the user points over the Leap, it responds:
“Great! Now that you're exploring the range of your
canvas, try painting a mountain by pointing at the
horizon and saying: PAINT A MOUNTAIN THERE."

After the mountain is painted, the system then
prompts:
“Fantastic. You can also paint other items, too. Try
painting a TREE on the ground or a CLOUD in the sky
the same way you did with the mountain.”
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Below is the output after a user has placed a tree on the canvas. Elements such as clouds and
trees also scale depending on the location of where they are placed on the canvas, in order to
create the illusion of depth in the world of the painting.

Multimodal Color Palette
The application also
features a palette of 9
different colors for users to
choose from after the
tutorial section. Users can
select a color either using
gesture, by hovering over
the palette on the bottom
of the screen, or dictating
the color name out loud.
The color selection feature
allows users to make the
new elements they paint
tinted the color of their
choice.
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Manipulating Elements
A large component of the application involves manipulating current elements on the screen.
The app offers functionality for moving and deleting items. Moving items can be done by
saying “move that” or “move this” while hovering the cursor over an item on the screen,
pointing to a new location, and saying “there” or “here”. When a user successfully selects an
item to be moved, the item highlights with a yellow halo and follows the motion of the cursor.
Deleting is done by hovering the cursor over an element and saying “delete” or “remove”.
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Further Help and Usability
I realized that “Put a Happy Little Tree There” involves a lot of new modalities that many
people aren’t used to using in creative applications, so my system also offers a “Help and
Hints” screen accessible by saying “help”. It summarizes the mechanisms of the app explained
in the tutorial and other tools not yet explained.

Extra Features
While the mechanism of the application is fairly straightforward, a large facet of what makes the
app unique is how it turns a creative tool into a magical experience, with elements being
seemingly painted out of nowhere from the user’s commands. To make a stronger nod to the
Bob Ross inspiration, the system also includes quirky design choices to add to the user
experience, such as sound effects and hidden features.
When a user paints an element, sound effects of paint brushes play in the background. When a
user paints a mountain, the system plays a clip of Bob Ross saying “happy little mountain”.
Additionally, to reference Bob Ross’ famous quote “There are no mistakes, just happy
accidents”, the system paints a randomly placed cloud or tree on the canvas when a user says
“mistake”, along with playing an audio clip of that quote.
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System Implementation
Overview of Architecture
The system uses a Leap Motion Controller to detect the location of where a user points on a
screen, and the laptop microphone in order to take input for speech recognition. The
implementation of “Put a Happy Little Tree There” uses the JavaScript version of the Leap
Motion SDK, and the HTML5 speech API to interpret the inputs for gesture and speech
respectively, and reflect the effects of the input in a web-based visualization. The graphical
assets were personally collected and edited by me.

Hand Position
In my implementation, I have used the hand object output of the Leap Motion, which detects
pointable objects (which indicates whether a finger is pointing at the screen). I collect the
location of this finger as a coordinate on the screen. My system saves a ongoing collection of
several hundred most recent coordinates, along with the timestamps associated with them.

Speech Recognition
I use the interim results of the HTML5 speech recognition output - I found that often the
system would mistake words like “there” as “bear”, etc., so a major choice I made was finding
out how to give stronger leeway to what my system would accept. I created a collection of
keywords that would trigger some response in the system, including any words that sounded
similar to these keywords. The set of similar-sounding words also grew just after noting what
words the speech recognition guessed after I dictated the actual keywords.
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Combining the Modalities
My model combines speech output and the ongoing hand position dataset to track the time
and location of when and where users say certain commands.

The basic model for combining the speech and gesture input relies on a collecting a certain
number of most recent pointer finger positions and their corresponding timestamps, as
returned by the Hand object using the Leap SDK. On the speech recognition side, the system
collections a list of words in the current phrase, and calculates their corresponding time of
utterance.
In the case of someone pointing and saying “paint a tree there” on the canvas, the system
notices that the keyword “there” is said, determines the timestamp associated with “there”,
and searches for the finger position with the closest timestamp.
“There” and “here” are special words that trigger the system to note the cursor at the time of
dictation, and places elements at that location. “This” selects elements to be moved, and color
names such as “red” and “blue” trigger the brush color to change.

Visualization and Output
Like I mentioned, I created assets for mountain, tree, and cloud either by photoshopping them
out of Bob Ross paintings or painting them myself in Photoshop. They exist as HTML DOM
elements within a containing block in the HTML code. The addition of new elements adds new
nodes to the HTML DOM, and they are positioned depending on the user’s current cursor
location at the time of the command. Colors change based off of modifying the elements CSS.
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User Testing
To see how the app would fare in the real world (a.k.a. with users that are not experts in the
system like myself), I conducted user tests on a prototype on 5 people, aiming to see how
natural the process of adding and manipulating elements on the painting was, how learnable
the system was, and how enjoyable it was.

Study Design
1. I will first introduce them to my project (landscape painting maker with voice and
gesture control).

“Hi, thanks for taking the time to participate in my user study. I have made a project
called ‘Put a Happy Little Tree there’. It’s an interactive landscape painting maker
inspired by Bob Ross, that uses hand gesture and voice recognition to lets you put
together a painting, element by element. I’m trying to test the usability and design of
my project, and not your abilities. Also some of the system is not fully implemented, so
please take that with a grain of salt.”
2.

I will then ask them to interact with the interface in its tutorial-mode.
“We’re first going to go through a brief tutorial to get acquainted with the system.
Please get started by following the prompts on the system”.

3.

I

will show them a sample output (that I will generate before hand), including 1 cloud, 2
trees, and 1 tree, of all varying colors. I will ask them to refresh the canvas and replicate
this composition.

“Now that you have a hang of the system, here is a sample output of what you might
be able to make. Please refresh the page and try to recreate this as best as you can,
using what you learned in the tutorial section and other tools you might discover. Note
that there’s a cloud here, a mountain here, a green tree here, and a red tree here.”
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4.

 I will then show them a slightly modified image where the same tree is in a new
location. I will ask to them to make this change on their image. [This is where I test
discoverability of new features that aren’t explicitly explained in the tutorial]

“You can modify your existing composition by moving elements to new locations.
Please modify your existing composition to look like how it does in this new image.
Note that the red tree is now here, and the mountain moved to the left”

5.

Then

I will tell them to play around with the system and create whatever image they
want for a few minutes.

“Now feel free to play around more and create whatever you want”.
6.

 Then I will ask them to respond to quantitative survey questions, and speak about
open-ended responses.

“Thanks so much for testing my project. I just have a few questions that you can fill out
on the google survey. Thanks so much”.
The survey asks the following questions on a likert scale (1 - Disagree, 5 - Agree)
●
●
●
●
●

It was easy to create new elements in the painting.
The capabilities of what the app could do were not clear.
It was easy to move an element from one place to another.
I had trouble changing the color of my brush.
The system was enjoyable to use.

And the following questions as open ended responses:
●
●
●

What did/didn’t you like about the app?
What new features would you like to see?
How does this compare to other art-making applications you might have used (if
applicable?)
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Results and Conclusions
Overall, I received the impression that users found the application enjoyable, fun, and pleasing
to use. While there were clear issues in usability, the user tests gave me key insights on what
kinds of commands and interactions felt intuitive to users.

Google Form Results for Likert scale questions (1 completely disagree, 5 completely agree)

Observations from the Survey
●
●

Participants, in general, found it easy to create new elements in the painting, but none
of them found it extremely easy
Moving elements was never a very easy task for users.
○ I suspect that this is because the way my model handles mapping of speech with
cursor location is not always accurate. I think this is also because moving an
object is a hidden feature that users will have to open the “help” pane to
discover.
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●
●
●

The capabilities of the app was sometimes not clear to users
Changing brush colors was easy for users
Most users agreed that the system was enjoyable - users in the open ended portion of
the survey described it as “cute”, “accessible”, and “fun to point-and-move stuff”

Observations from the task
●

●

●

●

Not all users initially knew how to use the Leap sensor - some users pointed very close
to the laptop screen, away from the reach of the Leap.
○ This shows that my introductory section could perhaps be more explicit in how
to position the hand over the leap.
A question that came up frequently was “what does changing the color of the brush
do?”. Some users thought that changing the brush color would let them “draw” on the
screen, like a typical painting application. Some would try to wave the colored brush
over existing elements to change their color.
○ This showed me that the relationship between changing colors within the color
palette and how the visual output changed within the painting was not very clear
to users in my interface.
When working to recreate the compositions in the given task, many users tried delete
elements, or asked if elements could be deleted.
○ Unfortunately my system did not have a delete function implemented at the
time, but this made it clear that a delete function would be intuitive and
necessary.
I observed that users interacted with color in varied ways - some people changed color
with the gestural color palette, and some people changed color by dictating the color
name. In the latter, users varied between saying the color, and then the command
“red…. put a tree there”, and incorporating the color into the command “put a red tree
there”.
○ This showed my system was successful in giving flexibility to various styles of
commands.
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Modifications after User Testing
Color Palette
I noticed that users had trouble selecting colors from the palette, so I made the palette much
larger. Additionally, because users were confused about what changing colors did in terms of
the app, I created a small tag that read “New items will be painted in [color name]” every time
the user changes color, to more explicitly define what the color palette did.

Previous color palette: small, slide up in position while hovering

Current color palette: larger, fixed position, more noticeable border for selected items, tag that indicates
what color new items will be painted in.

Playfulness
Since it was clear that many users thought that the playfulness/cuteness was a large part of why
they liked the app, and some users wanted to hear Bob Ross’s voice, I added some audio clips
to play every time an element is painted. This is also where I incorporated the “Mistake”
feature.

12

Reflection
Difficulties
The biggest difficulty was figuring out how to associate commands to the specific locations in
the canvas where they correspond to. For each relevant word the user dictates, I had to figure
out a way how to best estimate an associate time with it. Currently I do this by noting the
timestamp at which the speech recognition result object returns that word for the first time. I
think it is possible to do more refinement in getting this timestamp very accurate.
It was also a bit confusing to cross-reference these word times with the timestamps for the
Leap; the two outputted different formats for the time (one is in UTC, another is in time
elapsed since the start of the application; also, the units were different). I had to do some math
to get these to match up approximately.
Another difficulty was in prefacing the user on how to get started with the controls and
interaction, especially because my application introduces modalities that users likely are not
used to using in art applications. My solution to this was to create a brief tutorial phase and a
“help” section - however, I think that more careful work can be done in choosing what
diction/illustrations to use to better instruct people, while also not constraining their behavior
too much.

Easy Aspects
Getting started was fairly easy, especially since my project used the same frameworks as
Mini-Project 3 (Leap and HTML5 Speech API).
The visualization aspect was also fairly easy, because I have strong experience creating
complex interfaces using front-end web programming. Once I had the speech-position model
going, creating the functionality for output was fairly straightforward.

Pivot Points
While I didn’t have any major pivot points in terms of hardware or frameworks, I think that a big
shift I made was somewhat earlier in the project, when I made the choice to make the range of
speech recognition more flexible. I had initially modeled the application very closely to “Put
That There” - I reflected this in the speech recognition code, requiring users to say the words
“put” or “make”, “tree”, “there” or “here”, in order to create new elements. When I had my
first informal testing session it became clear that this was constraining to users. I then worked
on making the speech recognition as flexible as possible, only requiring “tree” and “here” or
“there”, eliminating the command word.
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Next Steps
While my system is functional and runnable, there is a lot of work I’d like to do in before
making it live and sharing it with an audience. Many people don’t have a Leap laying around,
so I would want to look into other things that can approximate hand motion, such as perhaps
using a JavaScript library for hand recognition based off of webcam feed
(https://nhudinhtuan.github.io/jshg/), or even just creating a mouse for mouse control.
I’d also like to work on making more varied and polished graphics in order to help make it feel
like users are truly creating a beautiful end product with the application.
Finally, in terms of performance, I think there’s a lot that can be done on improving the model
of speech and gesture such that it recognizes commands more accurately. Perhaps this can be
done by smoothing of hand position data, and performing user tests that are more focused on
testing the accuracy of the system.

Takeaways
One big thing that I realized through this project is that not only is designing for
unconventional modalities difficult, but instructing people to learn the unconventional
modalities is a difficult problem in and of itself. It takes a lot of careful thought on what words,
illustrations, and affordances to use in order for people to more comfortably and naturally
learn, and often these design decisions can be very subtle.
Another lesson that I’ve learned is that magical, playful touches can go a long way in terms of
approaching user experience from an enjoyability aspect. While it definitely goes hand in hand
with usability and system performance, the ability to create a system that is memorable and
emotionally engaging, and the decisions that help contribute to a system being those things, is
an area I’d like to pursue more deeply in the future.
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